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Abstract. We propose a new design for an energy-e�cient hardware
transactional memory (HTM) system for power-aware embedde d de-
vices. Prior hardware transactional memory designs proposed a small,
fully-associative transactional cache at the same level as the L1 cache.
We propose an alternative design that uni�es the transactio nal and L1
caches, and provides a small victim cache to reduce e�ects of capacity
and con
ict evictions. We evaluate our new HTM scheme on a var i-
ety of benchmarks, both in terms of energy and performance. We show
that the victim cache scheme can provide up to a 4X improvement in
energy-delay product, compared to a traditional HTM scheme that uses
a separate transactional cache.

1 Introduction

High-end embedded systems such as smart phones, game consoles, GPS-enabled
automotive systems, and home entertainment centers are becoming increasingly
important in everyday life. Like their general-purpose counterparts, high-end
embedded systems are multicore architectures subject to dynamic and unpre-
dictable loads, increasingly called upon to manage substantial resources in the
form of memory, connectivity, and access to devices. Because many embedded
devices run on batteries,energy e�ciency is perhaps the single most important
criterion for evaluating hardware and software e�ectiveness in embedded devices.

Multicore architectures must provide ways for concurrent threads to syn-
chronize access to shared memory. Prior work, for example [1], suggests that
hardware transactional memory (HTM) can provide both energy and perfor-
mance bene�ts over more conventional approaches such as locking. While hard-
ware transactional memory makes fewer resource demands than software trans-
actional memory, limitations on cache size and associativity bound the size of
transactions that can be run e�ciently. For most embedded systems, such limi-
tations are not a major concern, because applications' resource requirements are
typically well-understood, and transactions that exceed those expectations are
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likely to be rare. Nevertheless, these observations suggest the following research
question: how can we design caches for HTM in embedded systems to maxi-
mize transaction sizes without compromising performance or increasing energy
consumption?

In this paper, we investigate how a variety of cache designs a�ects the perfor-
mance and energy consumption of a multicore embedded systemthat supports
HTM. (A direct comparison of HTM and locking appears in prior work [1].)
Prior work on HTM has focused on a simple cache architecture [1, 2] in which
non-transactional data was stored in a large direct-mappedcache, and a smaller,
fully associative transactional cache was used to store all data accessed within
a transaction. This architecture has drawbacks. Namely, since the transactional
cache is the only place to store transactional data, any transaction that exceeds
the size of this cache will over
ow, forcing transactions to serialize, even if no
data con
icts exist between them. So, although a small transactional cache is
desirable for energy purposes, making it too small could hurt throughput signif-
icantly.

Here, we consider an alternative design suitable for embedded systems in
which both caches are uni�ed into a single L1 cache holding both transactional
and non-transactional entries. A uni�ed cache eliminates the need to maintain
coherence across two same-level caches, but introduces theproblem that the
direct-mapped nature of the cache causes more transactionsto over
ow because
of con
ict misses. To compensate, we introduce two levels ofdefense: we make
the L1 cache 4-way associative, and we introduce a small victim cache to catch
transactional entries evicted from the main cache by con
ict misses. Although
we are back to a two-cache architecture, the victim cache is needed only when
the main cache over
ows, so a simple, small, direct-mapped victim cache will
su�ce.

We test variations of this scheme against a number of benchmarks. We �nd
that our more sophisticated cache architecture improves the power/performance
pro�le of most benchmarks relative to previously proposed HTM implementa-
tions. In particular, for 8 core embedded platforms, the energy-delay product
can improve by up to a factor of 4X. These results con�rm that ignoring energy
considerations can lead to non-optimal design choices, particularly for resource
constrained embedded platforms.

2 Background and Previous Work
There are many mechanisms for synchronizing access to shared memory. Today,
the two most prominent are locks and transactions. While most of the literature
evaluates these proposals with respect to performance and ease of use, we focus
here on a third criterion important for embedded devices: energy e�ciency.

Prior work includes techniques for increasing the e�ciency of lock-based syn-
chronization for real-time embedded systems. Tumeoet al. [3] proposed new
techniques for e�cient lock-based synchronization in FPGA-based multiproces-
sor system-on-chips (MPSoCs) for real-time applications.Leeet al. [4] improved
the real-time performance of embedded Linux by monitoring the lock hold times.



Other researchers have investigated the energy implications of locks for multi-
processor systems-on-a-chip. Loghiet al. [5] evaluated power-performance trade-
o�s in lock implementations. Monchiero et al. [6] proposed asynchronization-
operation bu�er as a high-performance yet energy-e�cient spin lock implemen-
tation that reduces memory references and network tra�c. Yu et al. introduced
energy-e�cient producer-consumer communication by compiler-inserted write-
through store insertions to update a cached memory locationbefore exiting a
synchronization region [7].

Others have investigated lock-free synchronization for embedded systems.
Cho et al. considered the bene�ts of lock-free synchronization for the multi-
writer/multi-reader problem in embedded real-time systems [8]. Yang et al.
showed how to exploit access pattern regularity in a single producer/single con-
sumer synchronization to implement a light-weight synchronization mechanism
that encodes dependence information within each memory access [9].

Transactional memory has been extensively investigated asan alternative
means of synchronization in general-purpose systems. The principle behind the
transactional memory working model is simple: each transaction is speculatively
executed by the CPU, and, if no con
icts with another transaction are detected,
its e�ects become permanent (that is, the transaction commits). Otherwise, if
con
icts are detected, its e�ects are discarded (that is, the transaction aborts),
and the transaction is restarted. Transactional memory canbe implemented in
hardware (e.g. [2, 10, 11]), in software (e.g., [12, 13]), orvia hybrid mechanisms
that combine hardware and software (e.g, [14, 15]). A surveyof transactional
memory is provided in [16]. Because previous transactionalmemory proposals
targeted general-purpose systems, they focused mainly on performance and ease-
of-programming. In our work we target embedded systems, which are resource
and energy constrained. Therefore, we focus on simple hardware transactional
memory, which has minimal demand on resources, and our main design goal is
energy e�ciency.

Ferri et al. [1] showed that hardware transactional memory can be imple-
mented in embedded systems with minimal, energy-e�cient hardware support.
Their scheme, like all pure HTM systems, is limited to running transactions
whose data sets �t in the hardware cache. Transactions that over
ow the cache
are run in a less-e�cient serial mode. In this paper, we consider alternative
cache architectures for HTM in embedded systems, architectures designed to re-
duce the likelihood of cache over
ow with the additional goal of reducing overall
energy consumption. Speci�cally, we proposed the use of theL1 cache as the pri-
mary storage space for holding transactional data (along with non-transactional
data). In addition, we use a small victim cache to hold transactional data evicted
from the L1 cache due to con
ict misses, thereby reducing theoccurrence of
transactional over
ows that force transactions to be serialized. While our pro-
posed scheme has similarities to other transactional memory proposals that use
a victim cache (most notably [17]), our work is distinct in th at prior work did
not fully evaluate the impact of the victim cache itself on either energy or per-
formance. In addition, since we are focusing on embedded platforms rather than



general-purpose systems, our �ndings are driven to a large extent by the resource
constraints existing within these embedded systems.

Unbounded (or virtualized) transactional memory [10, 18{20] proposals in-
clude additional hardware structures to allow transactions to continue after over-

owing the L1 cache, and even to migrate from processor to processor. While
some of these proposals may be attractive for general-purpose systems, they are
too complex for today's embedded systems.

The permissions-only cache(PO cache) of Blundell et al. [21] addresses the
same problem as our victim cache: minimizing transaction over
ow. On an over-

ow, speculative data is written back to memory, and the original values are
logged in thread-local storage, but the (much smaller) permission bits are kept
in the cache, allowing the cache coherence protocol to continue to detect con
icts.
(If the the PO cache itself over
ows, then an additional serialization mechanism
is called into play.)

While the PO cache scheme may be attractive for general-purpose architec-
tures, it is incompatible with our goal of minimizing changes to the underlying
embedded architecture. Maintaining the undo-log, in fact, would require not
only non-trivial changes to the CPU pipeline (since a write operation should
be monitored and properly propagated into the log), but alsocost extra cycles
even for the case of non-con
icting transactions (since logging is not a cycle-free
operation). Moreover, when a transaction aborts, the PO cache scheme must
restore the original memory state from the log, blocking (orperhaps restarting)
any concurrent transactions that attempt to access that data while recovery is in
progress. This functionality would require substantial changes to the base archi-
tecture, tracking more synchronization state, and adding new states, messages,
and behaviors to the standard cache coherence protocols. These changes go far
beyond those needed to support a victim cache.

3 Energy-E�cient HTM for Embedded Systems
All our experiments are conducted using the MPARM multi-pro cessor simulation
framework [22,23]. We chose this embedded system simulatorbecause we can ac-
curately model both performance and power at the cycle level. The performance
and power models are based mostly on data obtained from a 0.13� m technology
provided by STMicroelectronics [24], and the energy model for the fully asso-
ciative caches is based on [25]. MPARM also provided the 
exibility necessary
to do extensive design space exploration. Here, we model a system with up to 8
cores, containing a complex memory hierarchy, that supports caches, scratchpad
memories, and multiple types of interconnects.

The baseline con�guration allows for a variable number of ARM7 cores (each
with an 8KB L1 cache, evenly split into 4KB of instruction cache and 4KB of
data cache), a set of private memories (256KB each), a singleshared memory
bank (256KB), and one bank (16KB) of memory-mapped registers serving as
hardware semaphores. The interconnect is an AMBA-compliant communication
architecture [26]. A cache-coherence protocol (MESI) is also provided by snoop
devices connected to the master ports. Platforms featuringsuch cache-coherency



Fig. 1. a) Architectural con�guration to support hardware transac tional memory. Note
the transactional cache holds all transactional data. b) Ne w architectural con�guration
to support hardware transactional memory using a victim cac he (VC). Note that the
primary storage structure for transactional data is now the L1 cache. In case of con
ict
evictions, transactional data can be held in the VC.
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subsystems are not uncommon (e.g., the ARM11 MPCore Multiprocessor [27]).
Note that while the private and shared memories are sized arbitrarily large
(256KB each), they do not signi�cantly impact the performan ce or power of our
system (as will be shown in Section 4). Next we describe the implementation for
an embedded HTM platform used in prior work.

In the original HTM proposal [2], each core had atransactional cache(TC) in
addition to its L1 cache (see Figure 1a)). In the embedded HTMplatform [1], to
start a transaction, the CPU creates a local checkpoint by saving its registers to
a small Scratchpad Memory [28]. The scratchpad memory must be large enough
to hold the entire set of CPU registers.

Each transaction stores two copies of accessed data in the TC: a working copy
and a back up copy. If the data is found in the L1 cache, it must be invalidated
there before being placed in the TC. The transaction modi�esthe working copy.
If there is no data con
ict, the transaction completes successfully, invalidates
the backup copies of the data, and the working copies become visible. On a data
con
ict, the snoop device noti�es the CPU, invalidating the working copies, and
restoring the back up copies. The CPU enters a low-power mode, and after a
random backo�, re-executes the transaction. Note that in our model we also
considered a realistic state-switching overhead (i.e., idle to active), as described
in Section 4.

When reading/writing data from memory, the TC is always accessed �rst. In
case of a TC miss, the rest of the memory hierarchy (starting with the L1 cache)
may be accessed. This decision to serialize accesses to the caches is made for
power reasons and since most requested data is located in theTC, this scheme
has a negligible impact on performance.

Note that it is not strictly necessary to keep valid data in th e TC once
a transaction commits. Earlier work [1] shows that it is often advantageous in



terms of energy e�ciency to write back the modi�ed lines to th e traditional cache
hierarchy after the commit, allowing the transactional cache to be powered down
when not in use. This approach is calledaggressive shutdownmode. In order to

ush the TC of its contents, the CPU is stalled and no new instructions are
allowed to execute until 
ushing is complete. Turning the TC back on at the
start of a new transaction incurs a 0.2� s (40 cycles) overhead. Shutting down
the TC may not be the best choice in case of back-to-back transactions, since it
often results in unnecessarily moving data back and forth between the TC and
the rest of the memory hierarchy.

The embedded HTM platform uses an \eager" type of con
ict detection and
resolution scheme. That is, the system detects and resolvesa con
ict when a
transaction accesses a location, rather than waiting untila transaction is ready
to commit. This strategy is used since it requires fewer modi�cations to the
original MESI protocol. In particular, neither new bus stat es nor new coher-
ence signals are needed. For example, in a MESI protocol, a CPU wanting to
write to an address that another CPU has modi�ed must broadcast an invali-
date signal on the bus. By monitoring the invalidate signal, all the other snoop
devices may easily detect the data con
ict, and instantaneously forward the in-
formation to the CPU. By forwarding the data to the requester, the responder
e�ectively aborts its own transaction, allowing the requester to always win the
con
ict. While this type of con
ict management does not alwa ys yield the best
throughput, we can see that it is particularly lightweight, and �ts quite well
with the hardware restrictions of an embedded platform. Also, the fact that the
hardware modi�cations are rather limited not only helps the design veri�cation
process, but also increases signi�cantly the portability of such method to other
invalidation-based cache coherence schemes (e.g., MOESI,MSI).

While prior embedded HTM implementations provided simple hardware so-
lutions that led to good performance bene�ts, there are two ways that they can
fall short. A transaction triggers an over
ow if its data foo tprint is too large to �t
in the TC, or if one of its entries is evicted from the TC because of a line con
ict.
To avoid con
ict evictions, transactional cache designs have typically been fully
associative, even though a fully associative transactional cache can consume a
signi�cant amount of energy [1]. We face a dilemma: a larger TC means we can
run larger transactions, but substantially increases power consumption.

In this paper, our goal is two-fold. First, we investigate power-e�cient alter-
native cache architectures with the objective of reducing the number of trans-
actions aborted by cache over
ows or evictions. Second, we describe an archi-
tecture that can handle larger transactions without requiring a larger, more
energy-hungry TC.

If a transaction over
ows the TC, the system switches to serial mode, which
stops all other processors executing transactions (this ishandled exclusively by
dedicated hardware). The over
owing transaction runs by itself, using the entire
memory hierarchy, and the other CPUs will wait for the over
o wing transaction
to commit before continuing their own transactions. Unlessa con
ict is detected,
no abort is required.



The problem is, running transactions in serial mode provides no concurrency.
This absence of concurrency is not important for con
icting transactions, which
must execute serially no matter what, but it does matter for large, non-con
icting
concurrent transactions.

It seems wasteful to require transactions to �t in the smaller TC when the
L1 cache, which is normally much larger than the transactional cache, may have
plenty of room. Instead, we propose a new scheme that uses theL1 cache for
both transactional and non-transactional data. This approach yields much more
memory to hold transactional data, reducing the likelihood of over
ow. However,
because it is impractical to make the L1 cache highly associative (especially in
a power-constrained embedded platform), we have introduced a new danger:
transactions may be serialized by con
ict evictions.

We make two more changes to reduce the likelihood of con
ict evictions.
First, we propose avictim cache (VC) between the L1 cache and main memory
to catch transactional items evicted from the L1. Although victim caches have
been proposed for di�erent purposes (e.g., [17, 29, 30]), our work is distinct in
that we are the �rst to analyze its energy-performance impact speci�cally for
implementing HTM.

We use the L1 cache as our primary storage structure for holding transac-
tional data, and only in case of con
ict misses do we resort tostoring data in
the victim cache. Therefore, our strategy is to access the L1cache �rst on a data
request and only after an L1 miss is the VC accessed. As with the TC scheme,
by serializing the cache accesses we save power without hampering performance
since most accesses will hit in the L1 cache.

Transactions continue to execute concurrently while the VC is in use. If,
despite everything, the VC over
ows, then the transaction asks the system to
continue in serial mode. Because the combination of the L1 and victim caches
provides much more room than the conventional transactional cache, over
ows
should be rarer in the victim cache scheme. The second changeis to further
reduce con
ict evictions by giving the L1 cache a modest level of associativity
(say, 4-way). Our new architectural con�guration is shown in Figure 1b).

Note that unlike the TC, the L1 and VC caches do not hold a backup copy
of the transactional data. In case of an abort, the CPU needs to re�ll the line
from the main memory, thus increasing bus tra�c, which is bad for performance
and energy e�ciency. However, this cost should be acceptable if the abort rate
is reasonably low. Also, since the VC is only utilized in those cases where trans-
actions do not �t in the L1 cache, it makes sense to keep the VC powered down
unless needed. Similar to the TC, the penalty to reactivate the VC is on the
order of tens of cycles (i.e., 40 cycles).

4 Experimental Results

In this section we evaluate our proposed HTM platform using amix of applica-
tions. We �rst describe the benchmarks used in our experiments as well as our
experimental setup, followed by a detailed discussion of our results.



4.1 Software
To test our ideas, we chose a range of di�erent applications.Three of these
applications were taken from the STAMP benchmark suite [31]:

{ Vacation (STAMP): implements a non-distributed travel reservation sys-
tem. Each thread interacts with the database via the system's transaction
manager. The application features large critical sections.

{ K-means (STAMP): a partition-based program (commonly found in image
�ltering applications). The number of objects to be partiti oned is equally
subdivided among the threads. Barriers and short critical sections are both
used to obtain concurrency.

{ Genome (STAMP): a gene sequencing program. A gene is reconstructedby
matching DNA segments of a larger gene. The application has been paral-
lelized through barriers and large critical sections.

{ RBTree, SList : applications operating on special data structures (i.e.,
redblack-trees and skip-lists). The workload is composed of a certain number
of atomic operations (i.e., inserts, deletes and lookups) to be performed on
these two data structures. Redblack-trees and skip-lists constitute the funda-
mental blocks of many memory management applications foundin embedded
applications.

For each set of applications we also considered an average ofthe results, called
the \Application Mix".

4.2 Hardware
For convenience, in Table1 we report the principal system parameters and rela-
tive con�gurations.

Parameter Con�guration(s)

CPU ARMv7, 3-stage in-order pipeline, 200Mhz
L1 cache 4KB 4-way Icache, 4KB 4-way Dcache

Cores f 1,4,8g
Tx Policies vanilla-TM, TM-aggressive-L1WB, TM-victim

TC, VC f 1-way, 4-way, Fully Associative g, f 64B,512Bg
Bus Amba AHB

Table 1. Overview of the system con�gurations.

We considered the following alternative HTM implementations.

{ vanilla-TM: the original transactional memory implementation [1,2], con-
sisting of an additional transactional cache (TC). The transactional data
resides exclusively in the TC. The TC is never turned o�. Whil e prior works
�xed the TC to be fully associative, we vary this associativity in our exper-
iments.

{ TM-aggressive-L1WB: same as vanilla TM, except that the TC is ag-
gressively shut down after each commit, as described in Section 3. Before
turning o� the TC, the CPU writes back the modi�ed TC lines int o the L1
cache. The overhead of turning the TC back on is 0.2� s (i.e., the CPU will
stall for 40 cycles when reactivating the TC). In our experimental results,
this con�guration is referred to as TM-aggressive-L1WB.



{ TM-victim: the new victim cache con�guration. The VC contains the lines
that were evicted from the (transactional) L1 cache becauseof con
ict
misses. Similar to TM-aggressive-L1WB, the VC is shut down at the end
of each transaction. The modi�ed VC lines will be written back into the
main memory (i.e., SRAM). As with the other con�gurations, w e vary the
associativity of the VC in our experiments.

We also varied two key architectural parameters: the numberof cores (i.e.,
1, 4 or 8 cores), and the size of the caches (i.e., 64Bytes and 512Bytes).

All three TM con�gurations incur a penalty of 2 � s whenever a core wakes
up from the power-idle state because of an abort due to a data con
ict. This
speci�c value was chosen since it is consistent with that found in real embedded
systems (e.g., [32,33]).

As mentioned in Section 3, while prior work used the TC along with a direct-
mappedL1 cache, in this study we increased the associativity of theL1 to 4-way
(which is a common degree for the associativity of data caches in embedded
platforms, e.g., [32]). Our initial experiments showed this con�guration to be
the best in terms of energy-delay product for all benchmarks. Therefore, all
experimental results shown in this paper assume the 4-way con�guration for the
L1 cache.

4.3 Experimental Data

For each application run, we measured both the total execution cycles and the
consumed energy. Then we quanti�ed the energy/ performancetradeo� by con-
sidering the Energy-Delay Product (EDP).

Figure 2 shows �ve graphs, each reporting the EDP data for a di�erent
application: RBtree, SkipList, Genome, Vacation, and Kmeans. Note that the
scale for the energy-delay values on the y-axis are di�erentfor each benchmark.

First, we see that higher associativity for the VC in the TM-victim con�gura-
tion does not translate to improvements in energy-delay product. This is because
most transactional data already �ts into the L1 data cache, and even a small
direct-mapped VC is enough to take care of almost all con
ict misses in the L1.

Next, we analyze the TM-victim con�guration relative to vanilla-TM and
TM-aggressive-L1WB. In most cases, theTM-victim con�guration o�ers the
best EDP when more than 1 core is available. For example, for the Genome
benchmark, we see thatTM-victim has a 4X improvement in EDP compared to
vanilla-TM for the 8 core 64B con�guration. Using the TM-aggressive-L1WB
scheme improves EDP a little relative to vanilla-TM , mainly by avoiding ac-
cesses to the TC when not executing transactional code. However, since the
TM-aggressive-L1WB scheme does not address the problem of over
ows, it will
not be su�cient in the case of large transactions. In a 1 core system the TM-
victim con�guration is penalized in terms of cycles because of 1) the overhead
incurred when 
ushing the VC to main memory, and 2) the VC wake up time.
For K-means, we found that the time spent within transactions is quite low (i.e.,
about 5%); the only potential bene�t of using a victim con�gu ration over a TC
is mainly due to the energy saving when shutting down the VC.



Fig. 2. Energy-Delay Product for the STAMP suite, RBtree, and SkipL ist benchmarks.
Units are pJ � cycles. Note that the scale for the energy-delay values on the y-axis are
di�erent for each benchmark.
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For RBtree and SList, TM-victim o�ers good EDP; however, it is not the best
option compared to the fully-associativevanilla-TM with a 512 Byte TC. In this
case, the entire data set �ts within the TC so no over
ow occurs, allowing the
system's throughput to reach its maximum. The vanilla-TM con�guration has
the additional advantage of dissipating less power per dataaccess, on average,
since the larger L1 data cache is only accessed in case of a miss to the TC. In
contrast, the TM-victim always accesses the L1 data cache �rst.vanilla-TM has
the additional advantage of dissipating less power per dataaccess, on average,
compared with TM-victim , which always accesses the L1 data cache �rst. Even
TM-aggressive-L1WB o�ers no advantage over vanilla-TM since this scheme
only leads to increased data transfers between TC and L1 caches.

The general trend to note here is that when a system is executing large non-
con
icting transactions, the victim con�guration can ofte n lead to a signi�cantly
better energy-delay product compared to avanilla-TM con�guration, even with
a very small direct mapped VC. To further appreciate these results, we next
consider how a speci�c con�guration may impact the transaction over
ow rate
and transaction abort rate.



Fig. 3. Transaction Over
ow Rate for the STAMP and RBtree-SkipList Application
Mixes with 4 cores.
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Figure 3 shows the transaction over
ow rate when running with 4 cores for
the STAMP Application Mix and RB-SkipList Application Mix, for various sizes
and associativities. As expected, we see that 1) the over
owrate is very high for
vanilla-TM and TM-aggressive-L1WB, except when the TC is large and highly
associative, and 2) the number of over
owing transactions is drastically reduced
to almost zero with a victim con�guration.

We can also notice that EDP and over
ow rates are correlated;usually better
EDP corresponds to low over
ow rates. For example, as shown in Figure 2 for
the STAMP benchmarks, TM-victim o�ers the best EDP for a 64 Byte VC
con�guration. For the same VC size, Figure 3 shows over
ow rate dropping by
the largest absolute amount when switching from avanilla-TM to a TM-victim
con�guration.

As mentioned earlier, another important parameter a�ectin g the performance
of a transactional memory system is the transaction abort rate. Recall that when
a transaction detects a data con
ict with another transacti on, one of the trans-
actions needs to abort, causing the core executing that transaction to go into
a low-power state for some random backo� period while the other transaction
continues to execute. Eventually, the core executing the aborted transaction is
woken up so it can attempt to re-execute that transaction. This whole process
consumes extra energy and cycles, but is required in order toproperly synchro-
nize the two transactions. As with the over
ow case, the overall e�ect on the
system is to serialize the execution.

Figure 4 reports the abort rate for the STAMP Application Mix . The equiva-
lent data for RBtree and SkipList is omitted since no aborts were detected for any
con�guration. In STAMP, we see that TM-victim is a�ected by a slightly higher
abort rate than vanilla-TM . This is expected; in vanilla-TM the transactions
over
ow most of the time, and hence avoid con
ict because of the serialization.



Fig. 4. Transaction Abort Rate for the STAMP application mix. No abo rts were de-
tected in RBtree and Skip-list.

0%

2%

4%

6%

8%

10%

12%

14%

16%

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

D
IR

E
C

T

4-
w

ay

FA
S

S
O

C

64 512 64 512 64 512

1 core 4 cores 8 cores

App.Mix (STAMP)

TM size (Bytes)

TM assoc

vanilla TM TM-aggressive-L1WB TM-victim

Still, the abort rate is quite acceptable under TM-victim , therefore leading to
overall improvements in EDP for the STAMP benchmarks.

Recall that the RBtree and SkipList do not incur aborts or over
ows using
the TM-victim con�guration. This type of scenario can be classi�ed as an ideal
case forTM-victim. In fact, we see a very signi�cant improvement in EDP of
about 80% with an 8 core con�guration. In summary, if applications requiring
a lot of synchronization still have high inherent parallelism (i.e., incur few data
con
icts), then a TM-victim scheme o�ers a substantial advantage overvanilla-
TM . If data con
icts are common, then it's best to let the transaction over
ow
as soon as possible and resort to serialized execution, soTM-victim would o�er
no advantage overvanilla-TM or TM-aggressive-L1WB.

Finally, Figure 5 shows the energy distribution of an 8 core system for the two
types of application mixes. Note that in our model we includepower numbers
for a 0.13� m technology, where the dynamic power is dominant; hence, leakage
has not been taken into consideration.

In general, we see that the CPUs and caches consume most of theenergy
in the system and the small on-chip SRAMs contribute a negligible amount to
total energy consumption. In addition, we see that while the TM-victim con-
�guration causes the L1 energy consumption to increase. This is due to the
fact that now the L1 is used for both transactional and non-transactional data,
and also because of increased abort rates as the system triesto execute more
transactions in parallel. However, this increased L1 energy consumption is more
than compensated for by the drop in energy consumption in both the CPUs and
VCs. Again, this is expected since the TM-victim con�gurati on doesn't need
to spend as many CPU cycles executing over
owing transactions serially. The
TM-aggressive-L1WB scheme can help reduce the energy consumption in the
TC, but cannot reduce CPU energy consumption signi�cantly since it still has



Fig. 5. Energy Distribution of an 8 core system for the STAMP and RBtr ee-Slist
application mixes. Energy values are given in nJ.
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to spend about the same amount of time handling over
ow transactions as the
vanilla-TM scheme. In the end, even though theTM-aggressive-L1WB scheme
can have lower overall energy consumption than theTM-victim scheme (as in
the case of the STAMP mix), it is not better in terms of EDP since performance
is still hampered by high over
ow rates.

5 Conclusions

We have seen how cache architecture design can increase the size of transac-
tions that can be executed directly in an energy-aware hardware transactional
memory scheme. Some design decisions that individually consume more energy
than their simpler alternatives yield overall energy savings. For example, the
additional energy consumed by making the L1 cache 4-way associative is more
than compensated by the reduced number of con
ict evictionsresulting in cache
over
ows. We also show that only a small, direct-mapped victim cache is su�-
cient in order to drastically reduce the number of over
ow cases, compared to
a traditional HTM scheme. Given a limited amount of storage capacity, overall,
the TM-victim scheme is the better way to go since it is more 
exible in how
it makes use of the available memory. Again, this is particularly important in
resource-constrained embedded systems.

There are still open questions. We switch to serial mode bothfor transac-
tions that over
ow the hardware cache, and for transactions that repeatedly
abort due to data con
icts. Further work is needed to evaluate strategies for
switching aborted transactions: should one switch right away, on the grounds
that data con
icts probably prevent the current transactio n mix from executing



concurrently, or is it more sensible to try several times, hoping that the con
icts
are transient? Can we exploit the observation that in many embedded systems,
the transaction mix is often, but not always, known in advance, and con�gure
the cache and over
ow policies accordingly?
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